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Abstract. Although the idea of a decision support system resourceful in querying and analysis can be traced back to the 1960's, it was not until the late 1990's that data warehousing was universally recognized and adopted. This paper addresses issues related to modelling and implementing a data warehouse for the Higher Education Information System in Croatia. The purpose of the project is to provide a data querying service that will improve the understanding, planning and operational work of institutions of higher education in Croatia in order to facilitate and improve educational activities.
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1. Introduction

A data warehouse is a repository of integrated information, available for querying and analysis [4, 5]. The basic idea behind the data warehousing approach is to extract, filter, and integrate relevant information in advance of queries. When a user-query arrives, the query does not have to be translated and shipped to the original sources for execution. Thus, warehousing can be considered an "active" or "eager" approach to information integration when compared to more traditional "passive" approaches, where processing and integration starts when a query arrives [8]. The process of the data warehousing was foremost enabled by improvement in hardware performance development as well as by price drops that succeeded [7].

To date, very few efforts have been made on designing a data warehouse model for higher education information systems although majority of institutions of higher education have some kind of information system, i.e. have some way of gathering and accumulating data. This is probably due to the fact that this area is not as commercially attractive as accounting, banking or other money related businesses. As a result, the management and maintenance of student record system is often ad hoc, and  tends to be more resource and attention intensive than accounting systems [1]. 

In this paper we present an overview of the data warehousing project we are undertaking as an addition to the Higher Education Information System project (hereafter referred to as HEIS) for institutions of higher education in Croatia. The requirements on the system were put in two directions: (1) the data warehouse was expected to provide a structure where data analysis could be performed quickly and efficiently and (2) the front-end tool was expected to be an intuitive reporting service available to all users at all time. 
The reason behind the first requirement is to facilitate the institution's high–ranked faculty (e.g. dean, vice-dean) to analyze current students' data and predict the future behaviour. For example, given the current course enrollment, it should be possible to predict the students' interests for the following semesters, or decide the number of exams passed as a criterion for enrollment in succeeding year.
The reason behind the second requirement was to establish a fast, efficient, Internet based, easy-to-use reporting tool for teaching personnel as well as administrative personnel.
The data warehouse system being the reporting tool as much as decision support system implied that the data in the warehouse should be up to date as much as possible. This requirement led to nightly loading process.
Other characteristics of our system are related to the source relational database of the HEIS: 

1. The relational database is currently the only source of data for the data warehouse (further discussed in Section 4). In the future, the data warehouse could be based on multiple sources, that is, some institutions could provide data from their own information systems as a source.
2. The relational database is well integrated and developed system which keeps all the historical data of the system. This means that currently no data could be obtained through the data warehouse that does not reside in the transactional system.

3. The structure of the relational database and its business rules were supposed to remain intact by the processes in data warehousing system. Some other data warehouse loading approaches are based on the usage of triggers (monitors) developed in the transactional system for notifying the warehouse in case of a record change [3], but in our case this was not possible.  
We are focusing in this paper on the implemented parts of the system: (i) the overall architecture and design of the system (ii) the currently used model for extraction, transformation and loading of data into data warehouse (iii) security issues  (iv) presenting data to end-users. 
2. The architecture of the data warehouse system

Fig. 1 illustrates the simplified architecture of the data warehouse for the HEIS and the connection to its source data in the transactional system of the HEIS: on the left is the transactional system of the HEIS (that will not be discussed) and on the right side is the data warehouse system of the HEIS. A subset of the relational database (hereafter referred to as RDB-Relational DataBase) of the HEIS is nightly copied into relational database replica, (RDBR - Relational DataBase Replica) stored on the data warehouse server machine. Data from relational database replica is extracted, transformed and loaded into the copy of the multidimensional database where the data integrity rules are verified. If all goes well, then the data from the copy of the multidimensional database will be loaded into multidimensional database (MDDB-MultiDimensional DataBase) where the MDDB is a source for a dimension storage mode called MOLAP (Multidimensional On-Line Analytical Processing). In case of failure of integrity rules, the new data is not loaded into the MDDB and the system administrator is alarmed to investigate the notified errors. At last, MOLAP server refreshes data from MDDB and users can query MDDB or MOLAP using a web browser. Website (server) is being accessed through a proxy firewall for security and maintenance reasons.

[image: image1.emf]


Figure 1. The architecture of the data warehouse system

3. Dimensional Model of the HEIS Data Warehouse 

The dimensional model is a logical design technique that seeks to make data available to the user in an intuitive framework that is intended to facilitate querying [6]. Dimensional model is composed of fact tables and dimensional tables where fact tables are normalized tables that represent the process being tracked. In business areas such as banking or retailing the tracked processes are those with easily established measures (e.g. units ordered or sold, money spent, etc.), while the processes involving education are mainly event tracking [6] with no measures (e.g. a course being attended). 

The data warehouse of the HEIS consists of star-schema models tracking following processes: the year enrollment process, the course enrollment process, the exams taken process and the course of study process. 

The Fig. 2 presents the dimensional model for the process of a student taking written and/or oral exam and being graded by a lecturer for each part of the exam. The grain of the fact table fExam is an exam by student by course. This is due to the specificity of the Croatian higher education system where student has possibility of taking an exam more than once. This model answers queries such as: what is the average grade or efficiency of students taking a certain course, which lecturers grade higher, etc. 
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Figure 2. The dimensional model of the exam taking process

The course of study (shown on Fig. 3) is represented as a calculated table with monthly grain (i.e. it has monthly pre-calculated measures based on exams taken by all students taking the same course of study). Given model enables comparative analysis of different courses of study.
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Figure 3. The dimensional model for tracking students' exam efficiency by course of study

4. Data extraction, transformation and loading

When implementing a data warehouse, most of the time is spent on the ETL (Extraction, Transformation and Loading) phase. The reasoning behind this is to preserve or achieve data integrity through cleansing and collecting data from various sources (e.g. relational databases, textual files, corporate legacy systems, etc.). The situation in our case was somewhat simplified by having only one data source (i.e. a relational database of the Higher Education Information System) with fairly clean data. However, certain problems evolved from the specifics of the source relational database of the HEIS.

Process of loading data warehouse is done in 3 steps, when we have in mind the need to minimize strain on the network and relational (transactional) system:

1. Relevant data from the relational database is copied to RDBR, the replica of relational database (which contains only a subset of original relational database tables). 

2. Relational data from RDBR is then locally transformed and loaded into multidimensional model (with no strain on network or transactional system). 

3. OLAP cubes are refreshed with data from MDDB. 

This process is scheduled to perform every morning at 3:00 am when transactional system is considered to be idle.

After the initial data loading, the mechanism for refreshing existing data and loading new data to data warehouse should be implemented. The underlying problem is in identifying newly generated or modified data and in acting accordingly, especially when responding to various scenarios of changed or updated data. 

Attention should be paid to recognizing data being added and then deleted from a relational database due to a human error (as human error is a common occurrence in HEIS, unlike in some other businesses, e.g. telecom business where machines populate fact tables). This data should be equally treated in the data warehouse (i.e. deleted from the data warehouse). Here is an example of a possible problematic situation. A record is inserted with a key K in RDB, then loaded into RDBR and finally a record is inserted into MDDB with a dimension or fact table key K1. After the loading, a record with a key K is deleted from RDB and a new record with the same key K and a different non-key data is entered into RDB. The succeeding question is: what should be done with a record having a key K1 in a data warehouse? The solution is updating a record from a fact table, and updating or adding a new record when a record is from a dimension table.

These actions obviously rely upon the semantics and we find it dubious whether all situations can be covered. A certain effort has been made to solve this problem, but solution has not yet been fully developed.

Considering the above mentioned problems, data loading is done ab ovo each time thus ensuring that the data in the warehouse accurately corresponds to data in RDB. Drawback is the prolonging of the ETL process and additional disk storage, but because the data warehouse is relatively small (estimated fact table row number per year is about one million records) this is still considered to be an acceptable drawback. 

Complete ETL process is now being done in 17 minutes, from 3:00 am to 3:17 am, with fact tables row numbers of no more than 250,000 records. This is implemented as a scheduled task that is preformed every night in 12 general steps:

1. deleting all tables from RDBR

2. copying data from RDB to RDBR

3. deleting data from all fact tables in MDDB'

4. deleting data from some dimension tables in MDDB' (some dimensions and minidimensions are almost static and thus are not being deleted in a process) 

5. loading data into MDDB' dimension tables

6. loading data into MDDB' fact tables

7. closing the website (set maintenance flag ON)

8. deleting data from MDDB dimensional and fact tables

9. copying all data from MDDB' to MDDB

10. processing dimensions (MOLAP)

11. processing cubes (MOLAP)

12. opening the website (set maintenance flag OFF)

MDDB' is a replica of MDDB having same table schema as MDDB with same integrity constraints as MDDB. If some unexpected error in data integrity occurs while loading, the process will stop and operational MDDB will be intact, i.e. the old version will remain. If no error occurs, MDDB' will be populated with new data and then process enters its critical segment (steps 7-12) which should not fail since MDDB' and MDDB have same structure and integrity constraints. This makes the ETL process robust and insensitive to possible data integrity errors. To improve performance, prior to loading data (in RDBR, MDDB' and MDDB) foreign keys, indexes and primary keys are dropped, and afterwards restored.

5. Security issues

Majority of data warehouses has more than one user role (distinct set of permissions). Typically, higher positioned staff is able to see broader data sets. We were also faced with this typical problem, but in our case the number of roles is huge, since several thousand roles are expected (every lecturer has his or hers unique role). Such applications are inevitably faced with manageability issues. Therefore, the application was developed to manage security on relational and OLAP server according to permissions administered in relational database, thus keeping the whole system consistent. 

To protect data, communication between data warehouse and client is performed over a secure channel via HTTPS.     .

6. Presenting data

The usual approach in presenting data from a data warehouse to employees of a certain institution is through intranet. In our case, Internet was the obvious solution due to the physical and administrative dislocation of our clients (i.e. the user can be any lecturer or administrative employee of an institution of higher education anywhere in Croatia using variety of hardware and operating systems). 

We have developed web-based application for presenting data to our users through web browser. There are three categories of queries that a user can pursue: 

· predefined queries

· detailed ad hoc queries

· summary ad hoc queries

6.1. Predefined queries

Predefined queries are written in SQL (Structured Query Language) or MDX (MultiDimensional eXpressions) and are stored in a database. Upon opening a page with predefined queries authenticated user retrieves subset of queries that he or she is allowed to pursue (a page with query choices is automatically generated using scripting language). After query is chosen, corresponding data is fetched and displayed according to the user's authorities. 

6.2. Detailed ad hoc queries

Detailed ad hoc queries are parametrized SQL queries through which a user can retrieve records from the relational database, thus providing a possibility of creating a very detailed inquiries (e.g. retrieving a list of students that passed certain exam with excellent grade). A user can choose from various different areas of interest and then create and execute queries. 

The queries are created by entering a set of constraints through textboxes and comboboxes. Different topics provide different sets of constraints for the queries that user can work with. This is all generated dynamically using script language with queries and corresponding constraints stored in the database.

These type of queries are being run against MDDB and are atypical for data warehousing reporting because of its detailed insight into relational data (i.e. normally, the cubes are rarely drilled down to the relational records and examined). Nonetheless, we find this approach very useful, especially for the administrative staff that seeks to find various lists of students, courses etc. for operational purposes (as opposed to summarized data that is typically used by highly positioned staff as a basis for decision making). 

6.3. Summary ad hoc queries

Summary ad hoc queries are "real" data warehouse queries where a user can retrieve aggregated data at the intersections of dimensions in a cube. 

DHTML script allows user to query cubes by simple drag-and-drop actions. User can drill down on the dimension hierarchies or filter records by some dimension attribute. Such queries are useful for providing measures for some academic event, e.g. grade average for given exam term, number of students enrolled in a specific course, etc. 

Such queries depict a more global, strategical view on the data and are a useful tool for tracking educational activities in time. Of course, the restriction was included in viewing different slices of data from the data warehouse, so different users have admission to different data (e.g. a lecturer can see only data related to his or her course, while dean can see all the data related to his institution) while, on the other hand, some data is visible to all users (e.g. number of students enrolled in a courses of study).

7. Technical considerations

The transactional (relational) database (RDB) of the HEIS is managed by Informix DBMS under Unix operating system. The relational database replica (RDBR) and multidimensional database MDDB are Microsoft SQL Server databases under Windows 2000 Server operating system. OLAP server for the warehouse is Microsoft Analysis Services 2000 under Windows 2000 Server operating system. Apache web server is used as a proxy for Microsoft IIS 5.0 web server with ASP pages written in VBScript and JavaScript. Website metadata is stored at SQL server database and administered with Microsoft Access 2000 application. Application for user administration is written in Visual Basic 6.0.

As for the client, only Internet Explorer 5+ is required.

8. Conclusion

In this paper, data warehouse for the Higher Education Information System in Croatia is presented. The system enables fast and easy-to-use, Internet-based way of querying and analyzing data in order to facilitate operational work and provide support for decision-making in institutions of higher education in Croatia. The main advantages of the data warehouse over the transactional database of the HEIS are speed and ability to perform some queries that could not be done in a single query against the transactional database. 

This paper outlines certain problems and limitations we encountered and comments solutions as well as issues still left unresolved. It is often said that data warehousing is not a project, but a process. That is why, although HEIS data warehouse is now implemented and operational, we still expect a considerable effort to be invested in this project, especially as user count increases, bringing forth new ideas and requests for enhancements.  Plans for the future involve partial data loading, new ways of data visualization and data mining. 
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