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Abstract— In handball videos recorded during the training, 

multiple players are present in the scene at the same time. 

Although they all might move and interact, not all players 

contribute to the currently relevant exercise nor practice the 

given handball techniques.  

The goal of this experiment is to automatically determine 

players on training footage that perform given handball 

techniques and are therefore considered active. It is a very 

challenging task for which a precise object detector is needed 

that can handle cluttered scenes with poor illumination, with 

many players present in different sizes and distances from the 

camera, partially occluded, moving fast. To determine which of 

the detected players are active, additional information is needed 

about the level of player activity. Since many handball actions 

are characterized by considerable changes in speed, position, 

and variations in the player's appearance, we propose using 

spatio-temporal interest points (STIPs) and optical flow (OF). 

Therefore, we propose an active player detection method 

combining the YOLO object detector and two activity measures 

based on STIPs and OF.  

The performance of the proposed method and activity 

measures are evaluated on a custom handball video dataset 

acquired during handball training lessons.  

Keywords—Object detectors, Yolo, Spatio-Temporal Interest 

Point – STIP, Optical flow, Handball scenes 

I. INTRODUCTION 

Handball is a dynamic indoor team sport played by two 
teams with seven players, one of which is a goalkeeper. The 
goal of the game is to score more goals than the opposing 
team. A player can shoot a ball in the goal, dribble it, or throw 
it to a team player.  

In the game, attacking techniques aiming to score the goal 
and techniques of defending the goal are exchanging. There 
are special techniques that depend on the player's position on 
the playground, such as a goalkeeper, center, wing, pivot or 
external players, as well as techniques related to the ability to 
play offense or defense handball actions.  

The handball game has its own rules, but for students to be 
motivated during handball classes while practicing handball 
techniques, teachers modify the rules of the game to maintain 
a high level of student activity. The goal is to organize the 
training so that students have as much active time as possible 
with different tactical exercises that imitate the actual 
situations in the game. To keep the standby time between 
activities as short as possible and to make as many repetitions 
as possible, each student has his or her ball and most of the 
activities are carried out in parallel. If there are many students, 
the coach will divide them into groups that simultaneously 

perform a given exercise. For example, when a shooting 
technique is practiced, one student throws the ball to the goal, 
the goalkeeper moves to save the goal, while others who have 
performed this activity run around the field to collect their 
balls and take place in the queue for next activity. 

Our goal is to determine which players are currently active 
out of all players present in the scene at any point in the video. 
It is a step that will help us to focus on active players on the 
ground for recognition of handball techniques or actions. 

To achieve this, we propose a detection method that 
combines an object detection step with an activity measure 
step. 

The task of object detection is to find instances of real-
world objects in images or videos. In our case, we are 
primarily interested in detecting players, that are, instances of 
class person. The detected object is typically marked with a 
bounding box and labeled with corresponding class label and 
confidence of classification. Therefore, the task of player 
detection, or object detection in general, includes both object 
location and object classification problems since it is 
necessary to determine and mark the place on the scene where 
object is located and to predict the class to which it belongs.  

It is a very challenging task and the choice of the right 
object detector depends on the problem that needs to be 
solved.  

In our case, in order to be successful, the object detector 
should be able to cope with challenging conditions such as 
variable number of players, different player positions, varying 
distance of the player from the camera so that players can 
cover most of the image or can hardly be discerned. The shape 
and appearance of players can change quickly and can vary 
significantly in time, and due to the speed of the movement, 
the blur of movements may occur. A player occlusion is often 
encountered in the videos. Fast movements of the players, 
shadows of artificial and external light as well as cluttered 
background make the problem even more difficult. 

 Current state-of-the-art object detection methods such as 
Mask R-CNN [1] based on the R-CNN family [2] [3], SSD 
[4], R-FCN [5], Yolo [6] are based on deep convolutional 
neural networks (CNNs), and they achieve very good 
performance regarding the accuracy of object detection in 
images. For the object detection step, we use the YOLOv3 
CNN-based detector, that has proven to be both rather fast and 
accurate in classification and detection tasks in real-world 
images from the handball domain [7, 8].  

The detector denotes the location of the players present in 
the scene but has no information about their movements or 
activities. On other hand, many events and actions in handball 
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video content are characterized by great changes in speed, 
position, and variations in the player's appearance over time, 
and therefore useful information about movements can be 
captured from videos. 

For motion detection or tracking of object movements, 
interest points in images or videos have been intensively 
researched. More generally, they are points with a significant 
local variation of image intensities or a non-uniform motion 
image structure. Interest points in the spatial domain, have 
been successfully applied in several applications such as 
optical flow estimation and tracking [9], image indexing and 
recognition [10].  

The idea of spatial interest points has been extended to the 
spatial-temporal domain, taking into account significant 
variations in the image intensity in the local spatial-temporal 
neighborhood. These points encode the temporal information 
into the salient local feature and are denoted as “spatio-
temporal interest points”, (STIP). The most popular STIP 
detector solutions are based on the detection of spatio-
temporal corners [11] derived from the Harris corner operator 
(Harris3D), the Dollar detector [11], which uses the Gauss 
filter in space and the Gabor band-pass pass filter in time and 
Hessian3D derived from SURF [12]. Frequently used 
descriptors representing the dynamic content of the cuboid 
volumes are histograms of 3D gradient orientation (HOG) 
based on derived values of spatial-time pixels representing the 
appearance and histogram of optical flow (HOF) representing 
the motion such as HOG/ HOF [11], Dollar [ 13], HoG3D 
[12], Extended SURF [14]. 

To quantify the activity level of the detected players, we 
compare an optical flow-based measure with a space-time 
interest points (STIPs) based measure, computed within the 
detected players bounding boxes. 

The rest of the paper is organized as follows: in Section II 
the proposed method for active player detection based on 
object detection and activity measure is described. The 
method was applied on a custom handball dataset comprising 
footage recorded during a handball school. The details of the 
dataset and the performed experiment along with results and 
discussion are given in Section III. The paper ends with a 
conclusion the proposal for future research. 

II. PROPOSED METHOD FOR ACTIVE PLAYER DETECTION 

During training there are a lot of players in the field, but 
the goal is to monitor those who are active at a given moment, 
i.e. that perform a given handball technique or action such as 
shooting, dribbling, passing the ball. They need to be 
distinguished from players who collect their ball, wait in a 
queue, sit on the bench, or are the audience, here we refer to 
them as inactive players. 

Analyzing parts of the training focusing on players 
performing handball techniques is important to provide them 
with feedback to improve their performance and develop their 
style, as well as to track their progress. The goal of the 
proposed method is to determine which players are active on 
the scene automatically. 

An overview of the proposed active player detection 
method is shown in Fig. 1. At each frame, person appearances 
are detected and marked with bounding box. At the same time, 
features are extracted that correspond to moving objects such 
as interest points with significant variations in speed and non-
constant appearance between sequential frames (STIPs) or 

optical flows (OFs) from time-varying intensities of all 
surface points in 2D motion field of the images. The STIPs 
and OFs do not have knowledge of objects on the scene, they 
capture and represent the information between consecutive 
frames about sudden changes in velocity and appearance over 
time. 

The assumption is that players who perform handball 
action will have more movements and shape changes than 
most other players. In order for the STIPs and OFs to be used 
to measure player activity, it was necessary to define the 
appropriate metrics. 

In case of STIPs, to determine the activity rate of the 
player, only the STIPs within the bounding box of that player 
are taken into account and then their density is calculated. The 
STIPs activity rate is computed for each bounding box of 
persons/players in the frame.   

Players with a higher density of STIPs (greater than a 
threshold) will be considered as active players. The threshold 
value for distinguishing active from inactive players is 
determined experimentally.  

Similarly, in case of OFs, the average optical flow 
magnitude of movement velocity at each point within that 
player bounding box is used to calculate the player activity. 
Players with average movement velocity higher than the 
threshold are implied to be active. 

The steps of the active player detection method are given 
in Figure 1. 

 

Active player detection algorithm: 

Input: Handball video 

 

Initialization: 

detector confidence is X,  

activity threshold for STIPs is Y1, 

activity threshold for OF is Y2 

Active players list = ∅ 
Chose object detector and motion measure (STIPS / OF) 

 

For each frame: 

Detect all object of person on the frame and mark with 

bounding box 

For each bounding box that has a confidence > X: 

If STIPs: 

extract STIPs within bounding box 

calculate density of STIPs within bounding box 

If the density of STIPs > Y1 

   mark the bounding box/object as Active 

Else: 

extract OFs within bounding box 

calculate average optical flow velocity magnitude 

If the average velocity > Y2 

   mark the bounding box/object as Active 

 

Output: Active players list and marked bounding boxes of 

active players 

Fig. 1. Steps of active player detection method. 

 

A. Player Detection 

An object detector is used to detect players in the handball 
videos. The aim is to use the detector as precise as possible, 
that is less computation demanding, and that can detect objects 
in real time. In the paper [15] it has been shown that Mask R-
CNN and Yolo have approximately similar performance of 
player detection in handball scenes but that Yolo was faster. 
So we chose Yolo detector for this experiment. Example of 



Yolo person detection on handball scenes that includes 
bounding boxes with confidence values is shown in Figure 2. 

 
Fig. 2. Results of Yolo person detection are bounding boxes with 

confidence values. 

The original YOLO detector (YOLOv1) [16] uses a 
convolutional neural network to predict the bounding boxes of 
multiple objects in the image and classify them in the class 
that is most likely to belong to it.  

The YOLOv1 architecture consists of 24 convolutional 
layers that extract features and two fully connected layers that 
predict the location of bounding box and give a confidence 
that the object belongs to the class. The input image is divided 
into S x S grid so that each cell is mapped to two bounding 
boxes with corresponding class confidence, enabling that at 
most two objects can be detected in a cell.  

 

Fig. 3. YoloV3 network architecture1 using features at 3 different scales 

to make 3 sets of box predictions for each location 

The confinement of a bounding box that contains an object 
or has an intersection with an object is equal to the 
intersection-over-union value (IoU) between the bounding 
box and the box in the ground truth. If the object is bigger than 
one cell, the center of all cells occupied by that object is 
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selected as a predictor. If the boundary box that does not 
contain any object, the confidence is set to zero. 

In version 2 (YoloV2) [17], five convolutional layers of 
the original model are replaced by max-pooling layers so 19 
layers are used for feature extraction and instead of predicting 
the bounding box coordinates for each cell, the predefined 
anchor boxes are used. Anchors are defined in the training set, 
using the k-means clustering algorithm of the ground truth 
bounding boxes where the boxes are relative to the grid cell.  

In the version 3 (YoloV3) [6, 18] a much deeper network 
is used, consisting of 53 layers of 3x3 and 1x1 filters with skip 
connections and without fully-connected layers, Fig. 3. To 
down-sample the feature map and pass size-invariant feature 
forward, a convolutional layer with stride 2 is used instead of 
pooling layers. Also, the bounding box prediction was refined, 
using features at 3 different scales to make 3 sets of box 
predictions for each location. 

B. Activity Measures 

STIPs and OF capture moving objects in the real world and 
therefore can be useful for determine the level of athlete 
activities on the field during training. 

1) Optical flow activity measure 
To represent the information about the speed and direction 

of the player movements we used an optical flow estimate 
from a time-varying image intensity. The motion of each point 
on the image between consecutive video frames gives the 2D 
movement field x(t) ≡ (x(t), y(t))T in camera-centered 
coordinates with the velocity dx(t)/dt. 

We used the Lucas-Kanade method [19] to estimate the 
optical flow between successive video frames. The Lucas-
Kanade method divides the original images into smaller 
sections assuming each section has a constant velocity. As a 
result, the vector field V of velocity of each image section is 
obtained.  

The vector value 𝑉𝑥,𝑦 at point (x, y) represents the velocity 

of movement, and the angle represents the direction of 
movement. The velocity of movement and direction are 
represented on video frames by the length and direction of the 
arrow, Fig 4. 

 

Fig. 4. Player bounding box (yellow) and optical flow vectors (blue). 



Optical Flow method works on parts of a video frame 
without considering the location of an object, so for measuring 
the player’s activity we take into account location data of a 
given object obtained with the detector and we calculate the 
optical flow only for points inside the player's bounding box.  

For each bounding box (B) in every frame, represented by 
its lower-left corner (𝑥𝐵 , 𝑦𝐵) and width 𝑤𝐵 and height ℎ𝐵, the 
activity measure (𝐴𝑂𝐹) is calculated as average optical flow 
velocity magnitude V within that box B: 

 𝐴𝑂𝐹 =
1

𝑤𝐵ℎ𝐵
∑ ∑ |𝑉𝑥,𝑦|𝑦𝐵+ℎ𝐵

𝑦=𝑦𝐵

𝑥𝐵+𝑤𝐵
𝑥=𝑥𝐵

 

The direction of movement was not taken into account in 
(1). 

To filter active from inactive players an activity threshold 
is defined, and all players with the magnitude of movement 
above the threshold are considered active. Example of active 
player detection according to OF measure is shown in Figure 
5 where active players are marked with the blue bounding box. 
There are 6 players in the image, 5 of them are detected, of 
which 3 are marked as active. Active players run, lead the ball 
and shoot to the goal. 

 

Fig. 5. Active players according to OF measure (blue) and other detected 

players (yellow). Activity measures are shown above the boxes. 

2)  STIPs activity measure 
For jointly embedding local space and time information 

into the salient local feature STIPs are extracted from each 
frame. To extract the STIPs feature the selective STIPs 
method [20] with default parameters from the whole video is 
used. 

The selective STIPs algorithm aims to extract STIPs 
relevant to the motion of human actors and to suppress the 
STIPs that are a product of camera motion and moving 
background. First, the spatial interest points are detected using 
the Harris corner detector. Then, unwanted background points 
are suppressed by taking into account the detected interest 
points around the point under consideration, suppressing the 
point if a large number of interest points are detected in the 
surrounding background texture. Non-maxima suppression is 
then applied to thin the detected STIPs contours to one-pixel 
width. Finally, static interest points, i.e. points common to two 
consecutive frames, are removed as they do not contribute to 
motion information. 

STIPs are local features that can correspond to an object 
or to the background so to detect active player we have to 
merge two different kinds of information, the information 
about player location given by the bounding box of object 
detector and spatio-temporal interest points given by STIPs 
detector, Figure 6. 

  
Fig. 6. Fusion of bounding box and spatio-temporal interest points.  

 
To measure the player activity for every frame, for each 

detected bounding box (B) with the area (𝑃𝑏), an activity 
measure ( 𝐴𝑆𝑇𝐼𝑃𝑆 ) is computed as the density of spatio-
temporal interest points (STIPs) in the box B: 

 𝐴𝑆𝑇𝐼𝑃𝑆 =  #𝑠𝑡𝑖𝑝𝑠 ∈ B/𝑃𝑏 

The bounding box containing the density of STIPs grater 
then the threshold is considered to correspond to the active 
player. Active players are marked with blue bounding box, 
Fig. 7. There are 6 players in the image, 3 of them are marked 
as active. Active players run and throw the ball. 

 

Fig. 7. Active players according to STIPs measure (blue) and other 

detected players (yellow).  

Also an alternative, the player with max activity measure 
can be selected, as shown on Fig. 8. where the most active 
player is marked with the white bounding box [21]. 

 

Fig. 8. Detected players and most active player highlighted with white 

thicker bounding box.  



III. EVALUATION OF ACTIVE PLAYER DETECTION METHOD 

The proposed method was tested on a custom dataset 
containing 751 videos of handball scenes recorded during the 
training of young cadets and handball school for girls and boys 
[22]. The total number of frames used for testing was almost 
60,000.  

During training, part of the exercise was performed along 
the whole terrain, and part at the distance between 6 and 9 m 
from the goal. Recording conditions were demanding since a 
variable number of players are present in the field, moving 
fast, at different distances from the camera, changing the 
direction of movement, and covering one another. On average 
there were 11 players in the scene, with frames having a 
maximum of 25 players (Fig. 9). 

 

Fig. 9. Distribution of number of players per frames 

The background was cluttered, with lighting combination 
of artificial lighting and sun lights reaching through the 
windows so the player detection problem was even more 
challenging. 

The footages were captured from different angles, using 
three stationary GoPro cameras mounted at a height of around 
3.5 m to the left or right side of the playground. The videos 
are recorded in full HD resolution (1920x1080) and with 30 
fps. Both steps, object detection with Yolo and feature 
extraction of STIPs and OF were performed on full resolution 
videos without frame skip. 

The original YOLOv3 network [6, 23], with the pre-
trained parameters on the COCO RGB [24] image datasets, 
was used for player detection. Only the class person from the 
COCO dataset was considered with no additional training on 
our dataset.  

Previous experiments on handball dataset [7, 8, 15] proved 
that the pre-trained YOLO network is successful in detection 
task. The Yolo network outputs object bounding box for the 
detected objects and the corresponding class labels and 
confidence values. In this experiment, only the bounding 
boxes for the objects of the class person were considered for 
further steps.  In order to remove fake detections, only the 
detection with a confidence value higher than the threshold 
value was considered. The threshold value of 0.7 was 
experimentally determined as a good balance between high 
detection rates and few false positives. 

The correct player detection is crucial for the next step in 
active player detection algorithm, so the performance of the 
Yolo player detector was first individually tested on the whole 

dataset. The evaluation is based on the mAP criteria like the 
one used in the PASCAL VOC 2012 competition [25]. To 
calculate the AP, the result of the detection is compared to the 
ground truth considering that the IoU must be equal or greater 
than 50% to be calculated as true (Figure 10). The AP is 
measured for each detected object and considered true positive 
if an object was not detected yet to avoid multiple detections 
of the same object. 

 
Fig. 10. Visual representation of IoU criteria, [8]. 

YOLO proved to be quite successful in detecting players 
with 64% mAP, and had difficulties with distant and occluded 
players, players who have poses that correspond to a specific 
phase of handball action and those who blend in with the 
background color. 

The detector efficiency depends heavily on the number 
and size of objects on the scene, the posture they are in, 
distance from the camera as well as the occlusion of objects. 
Fig. 10 shows an example of a player's detection problem at a 
24-player scene. Most of the players in the row are detected. 
The player who shots the ball to the goal is not detected 
because of possible two reasons, it has an atypical body 
position and the color of his t-shirt is similar to the color of the 
playground. Background players that are partially occluded 
and hidden have also not been detected. 

 

Fig. 11. Example of a player's detection problem when players are 

blended in with the background color and occluded 

Next, the active player detection was tested. We count as 
a true positive detection only those cases when the active 
players are correctly detected (Fig. 12) as compared to the 
ground truth results provided by the experts.  

 

 

Fig. 12. Active player detection according OF measure (up) and STIPs 

measure (down).  



The true positive rate is the proportion of actual positives 
active players that are correctly identified as active. The active 
player detection method based on STIPs achieves the TPR of 
69% and based on OF 56%. STIPs-based method performs 
better but is more computationally demanding and needs more 
time to calculate features. 

The Figure 13. shows examples of active player detection 
that include false positive detection of players who are 
standing or sitting in a row (up) or walking (down).  

 

 
Fig. 13. Active player detection with false positives based on OF (up) and 

STIPs measure (down).  

 The threshold value of the STIPs density in the bounding 
box, after which players are considered active, was set to 
0.009 and the average optical flow threshold value at 0.1. 
Figure 14 shows the effect of changing the threshold value on 
the performance of the active player detector, lowering the 
value increases the number of incorrect detections (false 
positives), and by increasing, not all players considered active 
such as goalkeeper in Fig. 14 can be detected (false negatives). 

 

 

Fig. 14. Influence of the threshold value on the detection of active players, 

false positives detections (up), false negatives (down) 

Active player graph according to STIPs measure, Figure 
15 shows that an average of 2.50 players are active per frame, 
with frames having up to 13 active players and with frames 
with no active players. According to STIPs measure more than 
17,000 frames have 2 active players, 12,000 frames have 
active 3 players, then 7,000 frames with 4 active players, and 
so on, while more than 7 active players rarely happen. At 
almost 4,000 frames, have no active player detected.  

 

Fig. 15. Distribution of active players per frame according to STIPs 

activity measure 

Fig. 16 shows, according the STIPs measure, that frames 
most often, in 72% of cases, have between 10% and 30% 
active players of the total number of players present on the 
frame, i.e. on average 22.96% of players are active per frame. 

 
Fig. 16. Frequency of active players compared to the total number of 

players on the frame according to STIPs activity measure 

According to OF measure, Fig. 17, an average of 2.19 
players is active per frame, and the distribution of active 
players is different than in the case of STIPs measures. When 
OF measure is considered, up to 20 active players were on the 
frame. In most cases according to OF measure, 12,000 frames 
have one active player, 11,500 two active players, at just under 
8,000 frames three active players, etc. Interestingly, OF has no 
detection of active player on more than 11,000 frames, which 
is almost three times more frames than according to STIPs 
measure, while in detecting a larger number of active players 
both measures have similar behavior. 

 

Fig. 17. Distribution of active players per frame according to OF activity 

measure 



According to OF measure, the average number of active 
players on frame is 20.30%. The distribution of active players 
concerning the number of frames they appear in is shown in 
Fig. 18. 

 

Fig. 18. Frequency of active players compared to the total number of 

players on the frame according to OF activity measure 

The graphs at Figures 15.-18. give an insight into the 
overall activity of the players on the training, i.e. the number 
of players who are active at the same time. 

The running time of some handball techniques usually 
lasts only a few seconds, but when a larger group of children 
is involved, it is important to keep in mind the time the players 
are waiting for to act. Yong children lose their concentration 
quickly and is not easy to keep them interested for the exercise 
they need to perform, for a long time.  

By lowering the threshold for the player's activity 
estimation, players who are standing and waiting can be 
detected if they are fidgeting, restless and need to be "recruit" 
as quickly as possible. 

The proposed method, also makes it easier for a coach to 
focus on players who have been active and perform the default 
handball technique when viewing the training records. 
Coaches can use player activity information on training to 
manage their training activities, to better organize the 
exercise, and schedule players in groups that can run an 
exercise in parallel. Increasing exercise dynamics and player 
activities contributes to a higher number of repetitions and 
rehearsals, and helps improving the performance of technique 
and increases the athlete's satisfaction. 

IV. CONCLUSION 

In this paper, we have proposed a method for active player 
detection that combines YOLO network for player detection 
and two activity measures using optical flows velocity 
magnitudes (OFs) and density of spatio-temporal interest 
points (STIPs).  

In the majority of acquired video footages, YOLO has 
proven to be successful, with a few false detections except in 
case of occlusion, long distance from the camera and player 
postures that are atypical for persons in everyday activities.  

Both activity measures proved successful in typical 
handball training scenarios, but STIPs based measure have 
yielded better results. The results are good enough to be used 
for managing training activities and organize the exercises to 
suit the capabilities of the group as well as to focus on active 
players that perform given handball techniques.  

The bright side of the proposed methods for assessing 
player activity is that it can be applied directly without the 
additional learning of the model. Only a manual verification 
is required, to adjust threshold values for activity measures. 
However, both activity metrics depend heavily on precise 
player detection because the motion-related features are 
considered only within the bounding box of a detected object. 
Due to a vast range of possible posture of players performing 
handball actions, the bounding box often covers only a part of 
the body. That makes player evaluation less accurate because 
most intersecting points associated with the most active parts 
of the body (arms, legs, head) are not included in the bounding 
box and are therefore not taken into account when calculating 
the player's activity. For that reason, a prerequisite for better 
performance of proposed activity method is a better and more 
precise player detection that will match ground truth data as 
much as possible. A simple solution that could improve 
results, planned for future work, is to retrain the detector on 
additional examples from our handball dataset. 

Also, the plan is to train object detector to recognize 
specific handball actions such as shooting, jump shooting, 
passing the ball, dribbling, crossing and to extend the method 
for active player detection to detect the (micro) movement that 
player has when performing a particular action.  
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