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Abstract. Service-oriented architecture (SOA) has already been widely 

recognized as an effective paradigm for achieving integration of diverse 

information systems. SOA-based applications can cross boundaries of 

platforms, operation systems and proprietary data standards, commonly through 

the usage of Web Services technology. On the other side, metadata is also 

commonly referred to as a potential integration tool given the fact that 

standardized metadata objects can provide useful information about specifics of 

unknown information systems with which one has interest in communicating 

with, using an approach commonly called "model-based integration". This 

paper presents the result of research regarding possible synergy between those 

two integration facilitators.  This is accomplished with a vertical example of a 

metadata-driven SOA-based business process that provides ETL (Extraction, 

Transformation and Loading) and metadata services to a data warehousing 

system in need of a real-time ETL support.  
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1   Introduction 

Model-based integration is a term describing automated or semi-automated 

integration of heterogeneous systems with the help of abstract models developed 

through a standardized language (most commonly UML or related standard). The 

basic idea is integration through a construction of a predefined interface for gathering 

metadata which describes systems involved in the integration and then using said data 

in such a manner to achieve the integration itself. The concept of sharing data is the 

driving force behind this approach, and for data to be successfully shared it has to 

adhere to a standard agreed upon between all the systems involved in the integration. 

A model for this "standard description" is provided by the chosen metadata standard.  

The second integration approach, as stated in [1] and elaborated in [2], is done 

through the use of contemporary SOA which is a technology that fully leverages 

development of working integration architectures. SOA gives the ability to achieve 

cross-platform interoperability by "wrapping" business services implemented as 

stand-alone applications in SOA services, therefore facilitating their integration in an 

interconnected business system. Furthermore, with SOA it is possible to augment or 

replace existing integration channels which can result in a system better suited to a 



modern dynamic e-business environment, one that involves the need to quickly 

respond to technical or business-related changes. 

The goal of this paper is an evaluation of possible synergy between SOA-based 

systems and standardized metadata by exploiting the benefits of both approaches and 

devising a working solution which would be put to use in a real-life business scenario. 

This is accomplished by constructing a metadata-driven SOA ETL business process 

based on a given scenario of data collection for supporting a real-time data 

warehousing system. The conceptualization of the problem is accompanied with the 

actual working implementation that uses the proposed concepts. The implementation 

is enabled through the use of currently available standards and open technologies. 

The paper is structured as follows: Chapter 2 will give description of basic 

premises and drivers behind this paper, and Chapter 3 will follow with  a short 

description of the proposed modifications and extensions of CWM specification given 

the constructed metadata exchange pattern. In Chapter 4 a formal description of  

exchange messages is given. Chapter 5 describes the actual implementation and 

finally, a conclusion is given. 

2   Motivation and related work 

The ETL process for real-time data warehousing was chosen as a test bed for the 

synergy of an SOA-based business process and standardized metadata for various 

reasons which will be elaborated upon in the following paragraphs. 

A similar idea as the one discussed in this paper is elaborated in [3]. Authors 

discuss the notion of real-time data warehousing implementation method with the 

help of SOA, more specifically with web services as a front-end for various source 

systems and real-time data updating. Paper doesn't delve with specifics about the 

concrete implementation and technologies used but offers various useful insights 

about message queueing and especially the problem of continual updates and cache-

based repositories. 

Issues concerning differences between real-time data warehousing as a theoretical 

concept and realistic needs, requirements and expectations – as discussed in [4] – 

were taken very seriously during the implementation discussed in this paper. 

Henceforth the emphasis was put on creating a solution applicable in an actual 

business environment as opposed to constructing an elaborate theoretical construct. 

In [5], in his evaluation of real-time data warehousing and possible implementation 

scenarios Ralph Kimball acknowledges EAI (Enterprise Application Integration) as 

powerful enabling method for real-time data warehousing. Kimball's description of 

the EAI approach to real-time data warehousing using a real-time data partition was 

the main inspiration for the high-level architecture of the system (shown on Figure 

1.), implementation of which is described in this paper. 
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Fig. 1. A high-level view of the system architecture, inspired by Ralph Kimball's description of 

an EAI approach to real-time data warehousing using a real-time partition 

 

    In [6],  the authors showcase Web Services as efficient wrappers of source-specific 

and target-specific parts of the ETL process. However, modeling the transformations 

via Web services is not discussed. 

Finally, in [7], the authors offer an approach for solving problems of data 

programmability, e.g. a model management engine which would facilitate the process 

of devising mappings between heterogeneous data models. Since one of the biggest 

aspects of ETL is the transformation of data between the data sources and the data 

warehouse, model management system offered an effective way to deal with 

specifications of mappings used in transformations as part of the ETL process. 

Ultimately, with Web Services as today's leading SOA implementation technology 

it is viable to consider an SOA system providing real-time ETL support for a data 

warehousing environment. Since collection, transformation and storage of data is 

entirely executed in a service-oriented environment, providing additional functionality 

to the process is equivalent to the process integrating another service which uses the 

predefined protocols and messages. In a firm which already conducts business 

through the use of service-based business processes the real-time ETL process 

becomes yet another process which can be managed by the same software and same 

people in charge of managing other business processes. Therefore there is no need for 

a separate information system. Additionally, since movement of data is almost 

entirely based on transforming and managing XML documents, it's much easier to 

create audit trails and data checks on the entire ETL process. 

However, due to its nature, data warehousing environment incorporates many 

different information systems, data standards and various other information which is 

used in its daily operation. Keeping track of all this information is often cumbersome, 

especially if software used for data warehousing doesn't implement a capable 

metadata registry and metadata management system (and if it does, there is also a 



question of the format the metadata is kept in and potential ways of its interpretation 

and usage).  

One of the rare successful attempts of developing a standard metadata model for 

data warehousing was published by the OMG group [8], a consortium which deals 

with setting standards for distributed object-oriented systems, modeling and model-

based system. CWM specification [9] offered a standardized way of keeping track of 

data warehousing environment via various modules, each focused on different aspect 

of the environment in question. This ambitious project was endorsed by many major 

software companies (such as Oracle, IBM and Microsoft) who extend many of their 

database and data warehousing products with a possibility of exporting certain 

metadata information in CWM-based format.  

Metadata can play an important role in system integration, especially in a diverse 

system such as a data warehousing environment. A well-constructed metadata 

management system can facilitate integration. Dynamic integration could present a 

further evolution of the concept of metadata as an integration tool – software 

components can learn the specifics of a system by gathering, interpreting and acting 

upon the received metadata. In this way, metadata represents an outsourced 

knowledge about the system as well as a mechanism to enable dynamic metadata-

driven adaptation to their environment without the need of re-engineering their 

internal structure. 

Other purposes of metadata shouldn't be ignored. At first and foremost, metadata 

exists to give accurate description of a specific information system which can be used 

by any external entity interested in the system. This information might be its origin, 

various characteristics of data itself, and the relationship between real-time data 

situated in a real-time partition and available data from regular, "static" data 

warehouse. This is especially important in scenarios where the integration of these 

two types of data is left to the responsibility of business intelligence applications 

and/or systems managing the real-time partition which then have to be provided with 

specific information channels on how this integration should be executed.  

This paper deals with a scenario of upgrading a data warehousing environment 

with real-time support where the task of gathering and adapting the data for the real 

time partition is realized with an SOA-based system working closely with the 

metadata registry. This metadata will be CWM-based, although the CWM itself will 

only be used as a foundation and will be extended and modified in a significant 

extent. The SOA-based ETL application will be designed in such a way to use 

metadata in as large extent as possible, keeping in mind the restrictions given by the 

available technologies, performance ramifications as well as keeping the complexity 

of the system to a minimum to facilitate easier implementation. 

To achieve this, certain restrictions on the data warehousing environment as well 

as real-time data warehousing requests were imposed. The real-time support is 

implemented with the use of a real time partition. It is expected that the data required 

to be collected in real-time is made of facts (or "cubes"), and that the SOA-based ETL 

system gathers facts on the lowest available granularity. The responsibility of 

aggregation and integration is largely left to the mechanisms residing in the real-time 

partition itself (which could be a database using JIM (Just-in-time) or RJIM (Reverse 

Just-In-Time) modules, as discussed in [10]) or business intelligence applications 

which use the available data in their analysis. However, it is very important to 



emphasize the implication that metadata plays an important role in this process 

(which is partly a reason why it's considered an essential part of the data warehousing 

environment). The metadata contains all the necessary information dealing with 

mapping the collected data to the underlying OLAP system ( an example of how this 

is done can be found in [11]). It is implied that software systems partaking in the data 

warehousing environment can also access the metadata registry and interpret the 

information collected within, greatly facilitating the integration process and actual 

usage of real-time data. 

3   Extending, modifying and sampling the CWM specification 

CWM is defined as a metadata standard for data warehousing and business analysis 

consisting of a common metamodel defining shared metadata for data warehousing 

needs, a common metadata interchange format and a common programming interface 

for accessing shared metadata. It is split into 21 modules, each describing a different 

aspect of a data warehousing environment. These modules are organized into layers 

where each layer depends on certain number of lower-layered modules. Contents of 

each module closely resemble an UML Class diagram, with metadata defined as 

classes and their relationships (of which the most important is inheritance). 

This paper uses CWM as a foundation for standardized metadata, but the actual 

modules are being heavily restricted and modified to suit the needs of the application. 

The reasoning for this follows the recommendations stated in [11]: even though the 

metadata registry can potentially implement the entire CWM specification, 

applications using CWM as integration tool always use the information in certain 

context, and this context may or may not include all the available elements. That’s 

why those applications should map the context they use in a specific “metadata 

exchange pattern”, used between application implementing CWM as an integration 

tool and agreed upon with aforementioned context  as the main source for defining 

said pattern. This way, applications can interpret metadata in deterministic and 

intentional manner, without encountering ambiguous or unknown situations. 

One of the definitions of a metadata exchange pattern is that it’s a subset of the 

metamodel partitioned or separated from the metamodel in the manner allowable by 

the metamodel definition. For the SOA-based ETL application metadata exchange 

patterns were constructed by developing appropriate XML Schemas which use sets of 

CWM elements sampled from the model, ordered in predefined combinations and 

formatted using XMI patterns. It is implied that documents based on these schemas 

can be extracted from metadata registry as long as metadata contained within is a 

superset of information the SOA application needs. The appropriate XSLT documents 

were also constructed which could be used to transform the standard CWM notation 

into the format used by the SOA application. 

The first step was evaluating the CWM specification [9] against the needs of a SOA-

based application for real-time ETL – choosing modules (or module elements) which 

are most useful for the application needs and defining modifications and extensions of 

module elements as needed. Also, since SOA application works mostly with XML 

elements, a standard way of encoding information should be devised (especially 



because CWM specification as yet does not provide XSD descriptions of its 

elements). Figure 2. presents a high-level view of a portion of extensions defined on 

CWM elements.  

The entire scope of extensions as well as a formal description of the entire 

metadata exchange pattern is outside the scope of this paper, so an abridged 

description of the process will be given. The extensions will be described from top-

level elements. 

New package constructed for the purposes of a SOA-based real-time ETL scenario 

was named "CWMX_SOA", denoting its role as an extension of CWM and its implied 

connection to the SOA use-case scenario. Main element from this package is called 

"SOA_ETL_Process" and it is a placeholder for a single process which executes 

moving event data from operation sources to the real-time partition. 

"SOA_ETL_Process" owns three new elements, also newly defined, called 

"SOA_Extraction", "SOA_Transformation" and "SOA_Storage".  
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Fig. 2. A part of the metamodel depicting extensions to the CWM elements used by the SOA 

application. All the elements denoted with "CWMX_XML" and "CWMX_SOA" are newly 

created elements realized for this implementation. Triangles should be interpreted as "sub-class 

of" while deltoids denote the "elementOwnership" relationship. Different line patterns are only 

used to enable greater clarity of presentation. All the presented relationships are of type 1:1 

(lines should only be traced from "owning" element to the "owned" element, not between two 

"owning" elements; same goes for the "subclass" relationships). Relationships between 

extended elements and other elements from the CWM specification are implied by the subclass 

relationships and can be inferred by using [9].  

 



These elements split the process in logically defined coarse-grained segments and are 

expected to contain metadata elements describing important parts of each phase of the 

process. Another new element is simply called "WebService", and it describes a Web 

Service component partaking in the process (regardless of its actual functionality). 

Each part of the process is expected to be coupled with a specific Web Service, as 

well as some other elements described further on. A "QueryColumnSet" element from 

CWM's Relational package is subclassed with a "StagingTable" element which is 

used to describe a container which stores data during the ETL process and which is 

connected to the appropriate "SOA_Extraction", "SOA_Transformation" and/or 

"SOA_Storage" elements via "elementOwnership" association. A "QueryColumnSet" 

was chosen instead of the "Table" element to allow an optional inclusion of an 

expression which can be used both to extract but also to store the information 

contained in the table included in the payload). Finally, "SOA_ProviderConnection" 

element is subclassed from CWM's Software Deployment package and is used to 

describe the connection to the physical data source (or storage target). All these 

elements are subclassed from the "WarehouseProcess" element situated in the 

package it shares the name with.  

Another package that was freshly constructed is called "CWMX_XML", and it is 

used instead of the "CWM XML" package defined in the CWM specification. The 

reason for this is the fact that the "CWM XML" package is almost completely 

deprecated by recent technologies and unsuitable for practical purposes. This package 

is almost completely DTD-based and is constructed in such a way that a breakdown is 

given on a certain XML document which partakes in a data warehousing 

environment. However, it doesn't incorporate the concept of the XML Schema and its 

purpose is found to be somewhat redundant, since an XML document coupled with an 

appropriate schema together contain the majority of important metadata dealing with 

the "XML"-related characteristic of a specific document.  

    The newly defined "CWMX_XML" package is similar to the black-box 

"Expression" element from the CWM's "Expression" package. Element simply called 

"XML" is subclassed from "ModelElement" – the core class of CWM specification – 

and it can contain its entire contents in its "value" attribute. Element called "XSD" is 

both subclassed and owned by the "XML" element. It can also contain its contents in 

the "value" attribute and this is in fact preferred, since logically a schema provides 

important metadata of an XML document itself.  

Finally, the aforementioned "Expression" element is subclassed with a 

"SOA_Expression" element which is similar to the black-box expression but is 

extended with the possibility to hold parameters. 

4   Defining the messages format 

There are three basic messages used in the SOA ETL system: 

1. PopulatedStagingTables – the main container for moving the information 

through the process. This format was chosen  because it was deemed convenient to 

recycle the existing format of staging tables used by the "regular" ETL process, if 

available, but also because a common exchange format is needed and the relational 



structure of a table represented in XML format is easy to construct and rather self-

explanatory, especially if system involves auditing the process of moving and 

transforming data. This element is basically a set of relational tables described with 

the help of sampled elements from CWM Relational module coupled with instances 

of "RowSet" elements which describe the "instances" of tables, e.g. the information 

contained within.1 

2. ExtractionDetails – message detailing a way to connect to the data source and 

extract the data, as well as providing a container in which to put the collected 

information (the aforementioned StagingTable element). 

3. TransformationDetails – message containing data as well as properly formatted 

instructions on how to transform it. 

4. StorageDetails – a counterpart of the "ExtractionDetails" element; a message 

containing data which passed the final transformation activities and is ready to be 

stored in the real-time partition. 

The last two messages contain a PopulatedStagingTables as part of the payload. 

As stated, these are only the "basic" messages which are expected to be used in 

every SOA ETL process and as such are the main building blocks of the 

communication exchange in the process. However, since the system is designed to be 

easily extendable, it is expected that various other message can be used to augment 

the functionality of the process. For instance, the reference implementation defines 

messages such as "InitializationParameters" and "CallbackParameters" which are 

used to facilitate the construction of the expression for gathering the data, as well as 

optimizing the execution of the process. 

5   Implementation 

The first order of business is evaluating the available information of the data 

warehousing system in question against the needs of the SOA ETL application. The 

following preconditions are supposed: 

1) The data warehousing system needs a real-time data warehousing support for 

certain facts whose availability is mission-critical to BI applications 

2) The real-time data warehousing support is being enabled through the use of a 

real-time partition  

3) A business that requires the real-time data warehousing support has a defined 

metadata management strategy, which implements a metadata registry 

4) This metadata registry supports the CWM specification and is reachable through 

appropriate protocols, as shown on Figure 1. 

                                                           
1 It is important to emphasize that messages described here do not follow the usual format of 

CWM XMI messages. As stated in [8] CWM can be used to export relational data, but is not 

well suited to do so due to its verboseness.  Therefore the chosen format was changed to a 

"shorthand version" which is compatible with CWM by using a simple XSLT transformation 

(even though it involves losing certain important data such as certain unique identifiers of the 

elements, but this is not a big issue because parts of the messages which carry information 

are in large extent only based on CWM standard, not strongly coupled with actual 

information residing in the metadata registry). 



The metadata registry therefore contains: 

a) metadata about data sources – most notably the address and protocol which may 

be used to reach them and the table structures contained within 

b) metadata about data warehouse structures – dimensions and facts as well as 

physical tables that house them 

c) metadata about the ETL process – formal or informal description of moving data 

from data sources towards the data warehouse, together with the structure and purpose 

of the staging tables 

The next step is designing the Web Services which will be the backbone of the 

SOA-based ETL application .  These Web Services were constructed adhering to the 

following arbitrary categorization: 

- "metadata driven" Web Services – these services are utilitarian in nature, 

meaning that they are designed with flexibility and re-use in mind. These services 

need metadata about the system to execute their functionality. They can be re-used in 

every ETL process and do not require re-engineering when it comes to new changes 

in the system (if the change is properly reflected in the metadata the service uses) 

- "non-metadata driven" Web Services – these services are especially designed 

for usage in the ETL process. This doesn't mean they cannot be re-used, but they will 

require re-engineering when changes appear in the system. Because of their 

specialized nature these services have much narrower functionality then metadata 

driven Web Services.  

The ultimate solution would contain only metadata driven services which would be 

reused by every SOA ETL process and could potentially be provided by outside 

sources. However in current stages of the project this is still a rather ambitious goal 

and the working implementation still relies on opaque services to a significant extent 

(especially when it comes to Transformation services, which will be elaborated upon 

further on). 

Business process is partially defined by the flow of data within. In this application 

the goal is to move the data from operational sources, transform it and then store it in 

the real-time partition. Data is moved from the source through components that have 

knowledge on how to process it, with the final result being data in the form expected 

by the real-time partition and usable by business intelligence systems. Figure 3. 

presents an UML activity diagram of the simplest ETL process which the SOA ETL 

application can execute. 

ETL process begins with the event that causes the appearance of new data in the 

operational source. This event  - which will eventually  be processed into a fact which 

will be stored in real-time partition - should trigger the initialization of the ETL 

process. The mechanism of event detection is outside of the scope of the process 

being implemented (a Web service-based Change-Data-Capture mechanism was used 

for the reference implementation). Process Manager receives the initialization request. 

The process then interacts with the Web service interfacing with the metadata registry 

("Registry Client" Web Service), which provides all the outsourced information the 

process needs, mainly the connection details, the expression for data collection and 

details about staging XML tables which will be used as containers for the data 

throughout the transformation process.  

 



EventDetectionWS RegistryClientWS ExtractionWS TransformationWS StorageWSProcessManager

initializeProcess()

collectProcessMetadata()

InitializationParameters

InitializationParameters

ProcessParameters

extractData()

ExtractionDetails

PopulatedStagingTable

response

response

response

PopulatedStagingTable

transformData()

TransformationDetails

callback()

CallbackParameters

storeData()

StorageDetails

 

Fig. 3. Sequence  diagram of the simplest ETL process model which showcases gathering data 

about a single business event, includes only one source and one simple transformation. Darker 

color indicates services  communicating with external data sources (transactional data source, 

metadata registry and real-time partition respectively), while double-lined service presents a 

WS-BPEL execution module. 

Extraction service done in a "metadata driven" way will accept the 

"ExpressionDetails" message which was populated with the help of gathered metadata 

from the previous step. If the extraction service is not done in an "metadata driven" 

way, the process can just query it for new data (optionally forwarding information 

which helps in its identification). In both cases, data is returned in the appropriate 

container, ready for the transformation sequence. 

Reference implementation contains a metadata driven "Extraction" Web Service 

tailored to connect to a number of relational databases with the help of included 

JDBC drivers. This Web Service also uses JDBC to pull out the JDBC's 

DatabaseMetaData object2 from gathered data which is then validated against the 

PopulatedStagingTables element whose structure is collected from the metadata 

registry. If the collected set matches, the PopulatedStagingTables message is filled 

with the appropriate RowSet instances and forwarded back to the process. 

In the initial implementation, Transformation services are designed either as XSLT 

transformation services (specialized services that transform an XML document with 

the help of an appropriate XSLT template) or specialized opaque Transformation 

services especially designed for use in a certain Transformation step. The former will 

accept the data enclosed in a "TransformationDetails" message which contains 

populated staging tables and a XSLT template which will transform them in the form 

expected by the next step of the process (and also in the form of a populated staging 

                                                           
2 This object can also be used for gathering initial metadata about tables in operational sources as well as 

those in the data warehouse. In the reference implementation parts of the metadata registry were 

populated with the help of JDBC DatabaseMetaData object which was then used to facilitate the 

construction of metadata pertaining to the staging tables. 



table). The latter is the current workaround until a suitable expression language is 

found which will enable description of diverse dynamic transformations in 

declaratory manner implementable with programming logic which will not severely 

impact the performance nor increase the complexity of the system. In future versions 

of the system it is expected that the Transformation Services will use the Model 

Management System [7] to certain extent, because the MMS can potentially provide a 

way to express the mappings in such a way they could be stored as metadata which 

would allow the transformation services to be entirely metadata driven. As such, 

modeling transformations will be a large focus of future work. 

The final stop is storage of the data. Service does the opposite from the extraction 

services – it receives a special "StorageDetails" element which contains connection 

and expression details as well as payload data which has to be stored in the real-time 

data partition. The process is concluded with data residing in a real-time data partition 

where it can be used as-is or further processed by other data warehousing systems. 

6   Conclusion 

One of the main ideas behind constructing an SOA-based ETL application was 

evaluating the usefulness of standard metadata as a runtime integration tool. The 

ultimate solution would be an SOA ETL system which could largely operate in an 

autonomous manner, gathering and interpreting data warehousing system metadata 

and then using it as a "recipe" for the actual execution of the ETL process, while still 

keeping all the benefits offered by the SOA approach. This way modeling of the ETL 

system would essentially boil down to modeling the metadata in the appropriate way 

and merely setting up essential parameters for the real-time ETL execution. However, 

as powerful as today's technologies are they still operate under certain limitations 

which as yet don't make development of such a solution feasible. This paper presents 

a reference implementation which serves as an initial step towards achieving this goal. 

Since the described process is SOA-based, it is perfectly reasonable to upgrade it 

with additional services. The reference  implementation for instance includes an 

optimization "identifier bootstrapping" technique which halts the event detector so it 

doesn't report new events until the data extraction is complete, upon which detector 

receives the identifier of the last row collected and only points out new events if their 

row identifier is even higher than the received one. Also, this process incorporates 

audit services which store XML documents containing data being moved through the 

process so outside auditing can be performed if necessary. Finally, since the entire 

system is Web Services-based, it can also benefit from the myriad of options offered 

by WS-Extensions. The system can  be augmented with the security or reliability 

services as deemed appropriate by the implementation developers. More detailed 

description of the system architecture with expanded functionality as well as a more 

significant shift towards a generic, re-usable SOA ETL application will all be 

accompanied in the future work. 

Finally, it is important to emphasize that the described implemented application is 

not limited to real-time ETL in data warehousing environment which was only used 

as a convenient vertical scenario. It is expected that the application can serve as a 



provider of data moving services between different data repositories in any business 

scenario where such service is needed.  In the current incarnation the application is 

oriented mainly towards the needs of a real-time data warehousing support, but in the 

future, a more generalized usage is expected. 
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